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1. Contain

The first minutes of an agentic AI incident determine how much damage can still be prevented. OpenClaw agents operate autonomously, execute tool calls, invoke skills, and interact with external systems without waiting for human approval. Containment must happen before investigation. Every second the runtime remains active is a second the agent can take additional irreversible actions.
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1. Disable the runtime – Use the tested kill switch or disable mechanism. If the agent is running on a managed endpoint, terminate the process or container. If it is running as a cloud-hosted service, revoke the deployment or scale the instance count to zero. If no kill switch has been tested in advance, disconnect the network segment the agent operates on. Do not attempt to “fix” the agent while it is still running. The goal is full stop, not partial restriction.
1. Revoke credentials and tokens – Immediately revoke every service account, API key, OAuth token, and delegated permission that the affected agent or its skills had access to. This includes MCP connector tokens, third-party API keys provisioned to individual skills, database credentials, and any shared secrets stored in the agent’s configuration. Rotate credentials for any system the agent could reach, even if you have no evidence of misuse yet. Assume the blast radius is wider than what you can see in the first hour.
1. Isolate the environment – Disconnect the affected endpoint, container, virtual machine, or network segment from the rest of the infrastructure. If the agent was running on a shared server, isolate that server. If the agent had access to a shared data store, restrict access to that store from all other systems until the scope of the incident is understood. The purpose of isolation is to prevent lateral movement: an agent that has accessed one system may have cached credentials, written data, or triggered actions in downstream systems that are not yet visible.
If your organisation has not tested a kill switch in a controlled environment before this incident, that is itself a governance finding that must be documented in the post-incident review.

Regulatory Cross-References
· ISO/IEC 42001:2023 Clause 10.2 – Nonconformity and corrective action (take immediate action to control and correct the nonconformity)
· NIST AI RMF 1.0 MANAGE 2.3 – Procedures for responding to, recovering from, and communicating about AI incidents are established and integrated into existing incident response plans
· EU AI Act Article 20 – Corrective actions and duty of information; Article 73(6) – The provider shall not perform any investigation which involves altering the AI system prior to informing the competent authorities
· Colorado AI Act C.R.S. 6-1-1702(1) – Developer and deployer duty of reasonable care to protect consumers from known or foreseeable risks of algorithmic discrimination
· Singapore PDPA Sections 26B–26D – Mandatory breach notification regime (containment is the first step in the PDPC C.A.R.E. framework: Contain, Assess, Report, Evaluate); Cybersecurity Act Section 14 – Reporting of cybersecurity incidents affecting Critical Information Infrastructure


2. Preserve Evidence

Once the agent is stopped and isolated, the priority shifts to preserving every artefact that documents what happened. Agentic AI incidents are uniquely difficult to investigate because the agent’s decision chain, tool invocations, and external interactions may not be captured by traditional security logging. If logs are incomplete or overwritten, the ability to determine root cause, data exposure scope, and regulatory reporting obligations is permanently compromised.
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1. Capture logs – Collect all available logs covering: the prompts the agent received (including system prompts and user inputs), every tool call and skill invocation with input parameters and return values, every action the agent took against external systems (API calls, database queries, file writes, emails sent, messages posted), the identity and authentication context under which each action was performed, and the timing and sequencing of all events. Export logs to an immutable storage location that is separate from the systems involved in the incident. If your logging infrastructure runs on the same platform as the agent, copy the logs before making any infrastructure changes. Timestamp integrity is critical: verify that log timestamps are consistent and have not been tampered with.
1. Record the incident timeline – Create a written chronological record starting from the earliest known indicator of abnormal behaviour through to full containment. Include: when the incident was first detected and by whom (automated alert, user report, or manual discovery), what containment actions were taken and when, any system changes that occurred during the incident window, and the names and roles of all personnel who participated in the response. This timeline becomes the foundational document for regulatory reporting, internal review, and any subsequent legal or audit inquiry.
1. Inventory the impacted components – Map every system, data store, skill, connector, and MCP integration that the affected agent had access to, whether or not you have evidence of actual interaction during the incident. For each component, document: the type of access (read, write, execute, admin), whether the access was authorised or exceeded the agent’s intended scope, the data classification of information the component holds (synthetic, internal business, customer or employee PII, regulated data), and the current state of the component (intact, modified, unknown). This inventory defines the blast radius and drives the impact assessment in Step 3.
Do not rely solely on the agent’s own logs to determine what it did. Cross-reference with independent sources: network traffic logs, database audit trails, API gateway logs, email server records, and endpoint detection tools. The agent’s log may be incomplete, corrupted, or deliberately circumvented if the incident involved adversarial manipulation.

Regulatory Cross-References
· ISO/IEC 42001:2023 Clause 7.5 – Documented information (create, update, and control records); Clause 9.1 – Monitoring, measurement, analysis, and evaluation of AI management system performance
· NIST AI RMF 1.0 MEASURE 2.6 – AI system metrics and logs are used to assess system performance and trustworthiness; GOVERN 1.7 – Processes and procedures for incident response, recovery, and communication
· EU AI Act Article 12 – Record-keeping requirements for high-risk AI (automatic logging of events throughout the system lifecycle); Article 19 – Automatically generated logs shall be kept for a period appropriate to the intended purpose of the high-risk AI system
· Colorado AI Act C.R.S. 6-1-1702(1)(a) – Documentation and record-keeping requirements for developers and deployers of high-risk AI systems
· Singapore PDPA Section 26B – Organisation must assess the data breach in a reasonable and expeditious manner and document the assessment; PDPC Guide on Managing Data Breaches 2.0 – Organisations should keep detailed records of their breach response


3. Assess Impact

With containment confirmed and evidence preserved, the next step is to determine the actual scope and severity of what happened. This assessment drives every downstream decision: whether regulatory notification is required, which stakeholders must be informed, and what remediation actions are necessary. Underestimating impact at this stage is the most common and most costly mistake in incident response.
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1. Data accessed or exposed – Determine exactly what data the agent accessed, processed, transmitted, or altered during the incident window. Classify the data by sensitivity: synthetic or test data (low impact), internal business data (moderate impact), customer or employee personal data including PII (high impact, likely triggers regulatory notification), and regulated data such as financial records, health information, or data subject to specific legal protections (critical impact, almost certainly triggers regulatory notification and may require sector-specific disclosures). For each data category, establish whether the data was only read, or whether it was copied, transmitted externally, modified, or deleted. External transmission of personal data to an unauthorised destination is the scenario that triggers the most severe regulatory obligations across all five jurisdictions.
1. Actions taken by the agent – List every action the agent performed that had an effect on an external system or a real-world outcome. This includes: emails sent or messages posted (to whom, what content), database records created, modified, or deleted, files written, uploaded, or shared, API calls to third-party services (especially those involving payments, communications, or data transfers), and any autonomous decisions the agent made without human approval. Pay particular attention to irreversible actions: an email sent cannot be unsent, a payment processed cannot always be reversed, and data transmitted to an external party cannot be recalled. The irreversibility of actions determines the urgency of the escalation in Step 4.
1. Downstream systems affected – Identify every third-party service, internal system, partner API, customer-facing application, or data pipeline that the agent interacted with or that depends on data the agent may have corrupted. For each downstream system, assess whether: the system received tainted, incorrect, or unauthorised data from the agent, the system took automated actions based on the agent’s output (cascading impact), the system’s integrity can be independently verified, and the system’s owner has been identified and can be contacted. If the agent had write access to systems that feed into other automated processes, the incident may have propagated beyond the direct blast radius. Trace the full chain of data flow downstream until you reach a system boundary where no further impact is possible.
Document all findings in a structured impact assessment report. This report is the primary input for the escalation decisions in Step 4 and becomes part of the evidence package for any regulatory filing.

Regulatory Cross-References
· ISO/IEC 42001:2023 Clause 6.1 – Actions to address risks and opportunities; Annex A.5 – Assessing impacts of AI systems on individuals, groups, and societies
· NIST AI RMF 1.0 MAP 2 – Categorisation of the AI system and its context of use; MEASURE 1 – Appropriate methods and metrics are identified and applied for AI risk measurement
· EU AI Act Article 9 – Risk management system for high-risk AI (identification, estimation, and evaluation of risks); Article 27 – Fundamental rights impact assessment for high-risk AI systems
· Colorado AI Act C.R.S. 6-1-1702(2)(b) – Deployer must report discovery of algorithmic discrimination to the Attorney General within 90 days
· Singapore PDPA Section 26B(2) – Assess whether the breach meets the significant harm threshold or significant scale threshold (500 or more affected individuals) for mandatory notification to the PDPC


4. Escalate

Escalation is not optional and it is not discretionary. Once the impact assessment is complete, the response team must determine who needs to be informed, what they need to know, and by when. Regulatory deadlines are strict and the penalties for late notification can exceed the penalties for the breach itself. Internal escalation to leadership must happen in parallel with regulatory assessment, not sequentially.

[image: ]

1. Internal teams – Notify the information security team, legal counsel, the data protection officer (if appointed), and the business owners of affected systems. Provide each team with a concise summary that includes: what happened (one paragraph), what data or systems are affected, what containment actions have been taken, what the current blast radius assessment shows, and what decisions are needed from them. Do not wait for a complete investigation before notifying internal stakeholders. They need to be aware that an incident is underway so they can begin their own workstreams: legal will assess regulatory notification obligations, security will verify containment is holding, and business owners will assess customer impact.
1. Leadership and executive team – Brief senior management and, where board governance requires it, the board or audit committee. The executive briefing should be a short, structured document covering: incident summary (what, when, how discovered), current status (contained or still active), data exposure scope (confirmed and suspected), regulatory notification obligations identified so far, customer or partner impact (confirmed and suspected), and recommended next steps with associated timelines. Leadership needs enough information to make decisions about external communications, customer notification, and resource allocation for remediation. They do not need technical details about the kill switch or log formats.
1. Regulatory and external disclosure – Evaluate notification obligations under each applicable regulatory framework. The deadlines vary significantly across jurisdictions and the clock starts at different points depending on the regulation. Under the EU AI Act Article 73, providers of high-risk AI systems must report serious incidents to the market surveillance authority within 15 days of becoming aware, within 2 days for widespread infringements or critical infrastructure disruption, and within 10 days if death is suspected. Under Singapore’s PDPA, the organisation must notify the PDPC within 3 calendar days of assessing the breach as notifiable, and must notify affected individuals as soon as practicable. Under the Colorado AI Act, deployers must notify the Attorney General within 90 days of discovering algorithmic discrimination. If the incident involves personal data of EU residents, GDPR Article 33 may also apply (72-hour notification to the supervisory authority). Contractual obligations to customers, partners, and insurers must also be assessed: many enterprise contracts contain incident notification clauses with their own deadlines that may be shorter than regulatory requirements.
Maintain a running log of every notification sent, to whom, when, and the content. This log is itself evidence that will be reviewed by regulators and auditors.

Regulatory Cross-References
· ISO/IEC 42001:2023 Clause 5.1 – Leadership and commitment (top management shall ensure AI management system achieves its intended outcomes); Clause 7.4 – Communication (determine internal and external communications relevant to the AI management system)
· NIST AI RMF 1.0 GOVERN 1.7 – Escalation procedures and communication plans are established; MANAGE 4 – Risk treatments are regularly monitored and reported to relevant AI actors
· EU AI Act Article 73 – Reporting of serious incidents (≤15 days standard; ≤2 days for widespread infringement or critical infrastructure; ≤10 days if death suspected); Article 73(5) – Provider may submit initial incomplete report with supplemental information to follow
· Colorado AI Act C.R.S. 6-1-1702(2)(b) – Deployer must notify the Attorney General within 90 days of discovering that the high-risk AI system has caused algorithmic discrimination
· Singapore PDPA Section 26D – Notify the PDPC within 3 calendar days of assessing the breach as notifiable; Section 26C – Notify affected individuals as soon as practicable if breach is likely to result in significant harm; Cybersecurity Act Section 14 – CII owners must report incidents within prescribed timeframes


5. Remediate & Improve

The incident is not closed when the agent is stopped. It is closed when the root cause has been eliminated, controls have been strengthened, and the organisation can demonstrate that the same failure mode cannot recur. Remediation that only addresses symptoms – without fixing the underlying governance gap – invites repeat incidents and exposes the organisation to regulatory findings of systemic deficiency.
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1. Rollback and restore – Remove or roll back any malicious, unintended, or unauthorised skills, connectors, MCP integrations, or configuration changes that contributed to the incident. Restore affected systems, databases, and data stores to their last known good state using verified backups. Before restoring any system, confirm that the backup pre-dates the start of the incident and has not been tampered with. If the agent modified records in a production database, determine whether a full restore is necessary or whether targeted corrections to specific records are sufficient. For any external actions the agent took that cannot be technically reversed (emails sent, payments made, data transmitted), initiate manual remediation: contact recipients, reverse transactions, and notify affected parties.
1. Root cause analysis – Conduct a structured root cause analysis that goes beyond “the agent did something unexpected.” Determine: why the agent had the access and permissions that enabled the incident (over-provisioning, missing approval gate, shadow deployment), why existing controls did not detect or prevent the behaviour (monitoring gap, missing guardrails, inadequate testing), why the kill switch or containment mechanism was or was not effective, and whether the incident was caused by a defect in the agent’s design, a failure in the governance controls around it, an adversarial attack, or a combination. Document the root cause analysis in a formal post-incident report that is retained as part of the organisation’s AI governance records.
1. Update controls and governance – Based on the root cause analysis, implement specific, measurable improvements to the governance controls that failed. This may include: restricting the permissions and data access scope of agentic AI deployments (principle of least privilege), implementing or strengthening the skill approval workflow so that new skills and connectors cannot be deployed without formal review, adding or improving logging and monitoring to detect the specific failure mode that occurred, testing and validating the kill switch mechanism under realistic conditions, updating the AI acceptable use policy to address the scenario that led to the incident, and adding the incident scenario to the organisation’s agentic AI risk register. Each control improvement should be assigned to a specific owner with a target completion date.
1. Retest and validate – Before returning the remediated system to production, validate that the specific failure mode cannot recur. This means: re-running the scenario that triggered the incident in a sandboxed environment to confirm the new controls prevent it, conducting a broader regression test to ensure the remediation did not introduce new risks, having the kill switch tested by someone other than the person who implemented it, and obtaining sign-off from the system owner, security team, and (where applicable) the data protection officer before the system is returned to production use.
Publish a lessons-learned summary to relevant internal stakeholders. The summary does not need to include sensitive technical details, but it should communicate what happened, what was done about it, and what has changed as a result. Transparency builds the governance culture that prevents future incidents from being hidden or minimised.
Regulatory Cross-References
· ISO/IEC 42001:2023 Clause 10.2 – Corrective action (eliminate the cause of nonconformity to prevent recurrence); Clause 10.1 – Continual improvement of the AI management system
· NIST AI RMF 1.0 MANAGE 4 – Regularly monitor and improve risk treatments and response procedures; MANAGE 2.3 – Update response and recovery procedures based on lessons learned from incidents
· EU AI Act Article 20 – Corrective actions and duty of information (providers must take corrective action and inform relevant parties); Article 72 – Post-market monitoring plan (providers shall establish and document a post-market monitoring system)
· Colorado AI Act C.R.S. 6-1-1706 – Safe harbour requires ongoing documented compliance with NIST AI RMF or ISO/IEC 42001; failure to maintain compliance after an incident eliminates the affirmative defence
· Singapore Model AI Governance Framework – Principle 2 (decisions by AI should be subject to human oversight, with explainability proportionate to impact); PDPC enforcement guidance – Organisations are expected to demonstrate meaningful improvements to prevent recurrence after a breach

Upgrade to ACT Tier 2 Professional

This quick reference gives your team a structured response protocol with regulatory cross-references across five frameworks. It tells you what to do and which regulatory obligations apply at each step. What it does not provide is the implementation layer: the formal procedures, evidence templates, workflow definitions, and reporting structures that turn a reference guide into a defensible, auditable incident response capability.

To build that capability, you need:

1. Formal incident response procedure – A complete, role-assigned procedure with decision trees, escalation thresholds, and communication templates mapped to each regulatory deadline. Defines who does what, by when, and how decisions are documented.
1. Evidence preservation pack – Checklists and forensics procedures for capturing, securing, and retaining incident evidence in a format that satisfies ISO 42001 Clause 7.5 documented information requirements and EU AI Act Article 12 record-keeping obligations.
1. Board-ready reporting structure – Structured templates for executive and board communication that translate technical incident details into governance-level summaries with regulatory timeline tracking and risk quantification.
1. Integration with AI governance policy – Linking incident handling to the organisation’s overall AI governance framework, including the AI acceptable use policy, skill approval workflow, risk register, and vendor due diligence procedures across all five regulatory jurisdictions.

AI CONTROLS TOOLKIT: Professional (Tier 2) provides all these assets, plus vendor due diligence questionnaires, agentic AI governance policy templates, and a full implementation project plan.

Visit move78int.com/pricing.html


Disclaimer & Legal Notice

Important Notice
This document is for informational purposes only and does not constitute legal advice, a compliance determination, or an audit opinion. Regulatory cross-references are provided for orientation and do not represent a complete statement of any framework’s requirements. Always consult with qualified professionals for your specific circumstances.
Professional Consultation Required
Consult your legal, compliance, privacy, and information security teams before implementing changes. Requirements vary by jurisdiction, industry, data types, and use case. Incident response procedures should be reviewed by qualified legal counsel before adoption.
No Guarantee of Compliance
Use of this quick reference does not guarantee compliance with any law, regulation, or standard, including (but not limited to) ISO/IEC 42001, NIST AI RMF, the EU AI Act (Regulation (EU) 2024/1689), Colorado AI Act (C.R.S. 6-1-1701 et seq.), Singapore PDPA, the Singapore Cybersecurity Act, or sector-specific regulations. Each organisation remains responsible for its own compliance determinations and evidence.
Regulatory References
All regulatory citations are current as of March 2026. The EU AI Act Article 73 serious incident reporting obligations take effect 2 August 2026. The Colorado AI Act took effect 1 February 2026. Singapore PDPA mandatory breach notification has been in effect since 1 February 2021. The Singapore Model AI Governance Framework is voluntary. Organisations should verify current enforcement dates and any amendments with the relevant authorities.
Limitation of Liability
In no event shall Move78 International Limited, its directors, employees, or agents be liable for any direct, indirect, incidental, special, or consequential damages arising from the use of this document.
Intellectual Property
This document is copyright 2026 Move78 International Limited. You may use, modify, and distribute this document within your organisation. You may not resell, sublicence, or redistribute this document as a standalone product.
Governing Law
This document and any dispute arising from its use shall be governed by and construed in accordance with the laws of the Hong Kong Special Administrative Region.
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